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Who is Ivan Pepelnjak (@ioshints)

Past

A Kernel programmer, network OS, and web developer
A Sysadmin, database admin, network engineer, CCIE
A Trainer, course developer, curriculum architect

/A Team lead, CTO, business owner
/' SDN skeptic and network automation evangelist

Present
A Network architect, consultant, blogger, open-source developer

Focus
/A SDN and network automation
A Large-scale data centers, clouds, and network virtualization

A\ Scalable application design

A Core IP routing/MPLS, IPv6, VPN -
’ ’ \ALVVEISE VEXPERT

Also: | built too many labs for one lifetime, and hated that with passion
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Everything Is Better with a Digital Twin

[ % Design () Simulation
- Projects 52 = B 5 Thooftt 82 = 8 4 simulations 2 ¢ =0
=% ¥ virtopology b & LXC v ¢ . Last updated: Sun Jul 10 10:40:35 PDT 2016
¥ & My Topologie ¥ (= guest .
*3-routegen.virl v A Thbbft!
42 routeserver.virl gAtlan(a [ACTIVE]
SorRaBSaravi Seattle Berlin [ACTIVE]
A Spring 192.168.0 © Boston [ACTIVE]
(7 Dallas [ABSENT]
 Denver [ACTIVE]
@ 192,168 © London [ACTIVE]
- \\ © Milan [ACTIVE]
enver . Vi s
16216805 5 ? Jienna @ Paris [ACTIVE]
" Atlanta ot  seattle [ACTIVE]
@ T 19246802 AT © vienna [ACTIVE]
<z 2 ¥ (= ~Ixe-flat
; (=4
.V ? (2 External Address [172.16.1.51]
. 913312:% 3 ST (2) Forwarding Port on Server [10000]
S 192.168.0.13 (2)~mgmt-Ixc interface [eth0]
@ ~mgmt-Ixc [ACTIVE]
& console 2 X B ¥B-m9-= 0
Unknown simulation Thbbft!
(INFO) [Jul/10/2016 16:46:30] Starting node "~mgmt-lxc"
(INFO) [Jul/10/2016 16:46:45] Node "Berlin" state changed from BUILDING to ACTIVE
(INFO) [Jul/10/2016 16:46:45] Node "Boston" state changed from BUILDING to ACTIVE
CINFO) [Jul/10/2016 17:39:47] Stopping node "Dallas"
(INFO) [Jul/10/2016 17:40:03] Node "Dallas" state changed from ACTIVE to ABSENT
}3 guest ®

What we need is Infrastructure

-as-Code solution for network labs

Did you ever want to:

A Export or share your topologies?

A Have a quick way to modify them?

A Use version control to rollback bloopers?

6 © ipSpace.net 2026
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Infrastructure -As-Code Labs

containerlab.yml

topology:
kinds:
. Ceos .
Early solutions env: {CLAB_MGMT_VRF": 'management}
. . image: ceos:4.35.2F
Vagrant (virtual machines) -
Docker Compose (containers) pel:
kind: ceos
. . p:
Clear winner: containerlab kind:  ceos
. pe2:
Networking focus kind:  ceos
Native container or virtual machines in containers -
(Vrneﬂab) - endpoints:
. . . . ) - "pel:etl”
Builds point-to-point links between containers - petl”

- endpoints:
- "pet2"
- "pe2:etl”

(no Linux bridge shenanigans)

Documentation @ containerlab.dev , sample @ https:// github.com /ipspace /SR-workshop/tree/main/1 -intro/1 -clab
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A Networking Lab Is Much More than Topology

—

Create addressing plan

I

Initial device configurations

U

Configure IS -IS (or OSPFv2)

I

Add SR -MPLS configuration
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In the Unicorn Land of Infrastructure -as-Code Intent -Based Labs

Create a high-level description of the network
Three devices

é they are Arista EOS containers
€ r un n4dSagd SR-BIPLS

We also need two links topology.ymi
Next nodes: [ pel, p, pe2 ]
Save the file defaults.device
~ provider: clab
Execute netlab upand youol | get a .
(including IP addressing, I1S-IS and SR-MPLS) meele |l s, e

links: [ pel -p,p -pe2]

More @ https:// netlab.tools /topology -overview/
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Demo time: Start a lab with netlab ..~ ** 7. 00 L. \
- ‘,/, ) 4',‘.;‘.:”. . ':. ~: g ) .‘,“.'.'-‘- -‘ |



Wait, What Just Happened? netlab up Behind the Scenes

Topology file

Plugins Modules Defaults _
Data model transformation I %
o O
Transformed topology Orchestrator Device Ansible = ©
snapshot configuration configurations inventory
Prepare virtual infrastructure
Start the lab
Adjust networking infrastructure
Deployment task lists
Q —
Ansible playbook o
QJ - —
c £

\ ‘

=

B
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Building a Networking Lab with netlab

Build the lab topology Initial netlab use case
X
Create addressing plan

|

Built -in and custom IPv4 + IPv6 address pools
(loopback, P2P, LAN, VLAN, VNI, tunnels), DHCPv4/v6

Create virtual interfaces VLAN, VRF and VXLAN configuration modules
1
|
Design and implement routing protocols OSPF, IS-IS, EIGRP, BGP, MPLS configuration modules
1
|
Add network services EVPN, MPLS/VPN, 6PE, SRv6 configuration modules

|

Deploy initial device configurations Jinja2 configuration templates + Ansible plays

for 20+ platforms

N N N DN N DN

14 © ipSpace.net 2026 Segment Routing Workshop



Can | Use My Favorite Device?

The following table describes per-platform support of individual IS-IS features: SR-MPLS is implemented on the following platforms:
Circuit IPV6 Multi Operating system IPv4 IPv6 TS OSPFv2
Operating system IS type type AF topology Arictal EOS
Arista O3 Cisco 10S XE! X
Cisco ASAv -
Cisco 10S/XEL FRRouting
Cisco 10S XR? Junos3 x
Cisco Nexus O3 Nokia SR Linux ! X X
FRR Nokia SR 0S* X
Junos?
Nokia SR Linux
Nokia SR 0S*
VyOS

More @ https:// netlab.tools /platforms/



Recap: Lab Addressing

$ netlab report addressing
LINFO] Using lab topology file topology.yml
Node/Interface IPv4 address IPv6 address Description

pel (10.0.0.1/32)
Ethernetl 10.1.0.2/30

p (10.0.0.2/32)
Ethernetl 10.1.0.1/30
Ethernet?2 10.1.0.5/30

pe2 (10.0.0.3/32)
Ethernetl 10.1.0.6/30

More @ https:// netlab.tools /netlab /report



N

Recap: IS -IS Parameters

$ netlab report isis-nodes
Using lab topology file topology.yml

49.0001 | 0000.0000.0001 | level-2
49.0001 | 0000.0000.0002 | level-2
49.0001 | 0000.0000.0003 | level-2

17 © ipSpace.net 2026 Segment Routing Workshop
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Recap: Inspecting the Status of SR -MPLS with IS -IS

pel#show 1s1s segment-routing

System ID: pel Instance: Gandalf
apported-Bata—prtanc=MPLS SR Router ID: 10.0.0.1

SR Global Block( SRGB ):

Base Size

900000 65536

Total SRGB Size: 65536

Adj-SID allocation mode: SR-adjacencies
Adj-SID allocation pool: Base: 100000 Size: 16384

All Prefix Segments have : P:@ E:Q V:0 L:0
IS-IS Reachability Algorithm : SPF (0)
Proxy-node segment attached flag: ignored

Number of IS-IS segment routing capable nodes excluding self: 2

Self-Originated Segment Statistics:
Node-Segments : 1
Prefix-Segments : 0
Proxy-Node-Segments : @
Adjacency Segments 1

18 © ipSpace.net 2026 Segment Routing Workshop



Recap: Inspecting Prefix Segments

pel#show isis segment-routing prefix-segments

System ID: pel Instance: 'Gandalf'
SR supported Data-plane: MPLS SR Router ID: 10.0.0.1

Node: 3 Proxy-Node: @ Prefix: @ Total Segments: 3

Flag Descriptions: R: Re-advertised, N: Node Segment, P: no-PHP

E: Explicit-NULL, V: Value, L: Local, A: Proxy-Node attached
Segment status * - Self originated Prefix, L1 - level 1, L2 - level 2, !

# - Some IS-IS next-hops are SR-unreachable

51D Cuoet Type
1 900001 Node
2 900002 Node
3 900003 Node

- SR-unreachable,
System ID Protection
unprotected

unprotected
unprotected

Algorithm

19 © ipSpace.net 2026 Segment Routing Workshop
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Recap: Inspecting MPLS LFIB

pel#show mpls route | begin 1000
A[1]
via M, 10.1.0.1, pop
EgressACL: apply
directly connected, Ethernetl
ca:f0:00:02:00:01, vlan 1006
900002
M, 10.1.0.1, pop
EgressACL: apply

directly connected, Ethernetl
CG:F@.QFA.Q‘).QFA.Q‘I ";'I‘_::.-: 1_@@6

e ]

900003

M, 10.1.0.1, swap 900003
EgressACCTapply

directly connected, Ethernetl
ca:f0:00:02:00:01, vlian 1006

20 © ipSpace.net 2026 Segment Routing Workshop



Recap: Inspecting SR -MPLS Adjacency Segments

pel#show 1sis segment-routing adjacency-segments

System ID: pel Instance: Gandalf
SR supported Data-plane: MPLS SR Router ID: 10.0.0.1
Adj-SID allocation mode: SR-adjacencies
Adj-SID allocation pool: Base: 100000 Size: 16384
Adjacency Segment Count: 1
Flag Descriptions: F: IPv6 address family, B: Backup, V: Value
L: Local, S: Set

Segment Status codes: L1 - Level-1 adjacency, L2 - Level-2 adjacency, PZ2P - Point-to-Point adjacency, LAN - Broadcast adjacency
' - SR-unreachable, # - Some IS-IS next-hops are SR-unreachable

Locally Originated Adjacency Segments
Adj IP Address Local Intf SID Source

Dynamic F:© B:@ V:1 L:1 S:0 P2P L2 unprotected

© ipSpace.net 2026 Segment Routing Workshop
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Dual-Stack SR -MPLS topology.yml

provider: clab
defaults.device
module: [ Isis

ISiS.area :"49.0042"

Change address pools

addressing:

IPv4 and IPv6 loopbacks loopback:

. . ipv4: 10.0.42.0/24
Core links with IPv4 and IPv6 addresses ipv6: 2001:db8:1/48

Change other parameters core:
_ ipv4: 192.168.42.0/24

Different 1S-1S area S 6
Use FRRouting ipv6: 2001:db8:cafe::/48
Define core links as a link group nodes: [ pel, p, pe2 ]

links:
- group: core
pool: core
members: [pel -p,p -pe2]

Download from https:// github.com /ipspace /SR-workshop/tree/main/1 -intro/3 -ds
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Recap: Lab Addressing

$ netlab report addressing
Node/Interface IPv4 address IPvbo address Description

pel (10.0.42.1/32 / 2001:db8:0:1::1/64)
ethl 192.168.42.1/31 2001:db8:cafe::2/064

p (10.0.42.2/32 / 2001:db8:0:2::1/64)
ethl 192.168.42.0/31 2001:db8:cafe::1/064
eth2 192.168.42.2/31 2001:db8:cafe:1::1/64

pe2 (10.0.42.3/32 / 2001:db8:0:3::1/64)
ethl 192.168.42.3/31 2001 :db8:cafe:1::2/64

25 © ipSpace.net 2026 Segment Routing Workshop
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Recap: IS -IS Parameters

$ netlab report isis-nodes

49.0042 | 0000.0000.0001 | level-2
49.0042 | 0000.0000.0002 | level-2
49.0042 | 0000.0000.0003 | level-2

26 © ipSpace.net 2026 Segment Routing Workshop
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Recap: MPLS Table on PE1

pel# show mpls table
Inbound Label Type Nexthop Outbound Label

(IS-IS) 192.168.42.0 implicit-null
(IS-TS) __felA: -a8cl:ahff:fe?5:ee78 1mnlicit-null
(IS-IS) 192.168.42.0 implicit-null
(IS-IS) 192.1608.42.0 16003
(IS-IS) fe80::a8cl:abff:fe25:ee78 1implicit-null
(IS-IS) fe80::a8cl:abff:fel25:ee78 16103

27 © ipSpace.net 2026 Segment Routing Workshop



pel# show 1pvo route
Codes: K - kernel route, C - connected, L - local, S - static,
R - RIPng, O - OSPFv3, I - IS-IS, B - BGP, N - NHRP,
Table, v - VNC, V - VNC-Direct, A - Babel, F - PBR,
OpenFabric, t - Table-Direct,
selected route, * - FIB route, q - queued, r - rejected, b - backup
trapped, o - offload failure

IPv6 unicast default:

C>*

L>*
.

lI>*
. %k
L>*

I>*
C>*

28

2001:db8:0:1::/64 1s directly connected, lo, weight 1, 00:05:35
2001:db8:0:1::1/128 1s directly connected, lo, weight 1, 00:05:35

Q2MAMA1 . ALLO . . ../r‘.fl r11|:/')m‘| ..-:.-. L£A0M. -ﬂ°ﬁ1tﬂ|f\-c-c £A2C. n.—\70 T Ak~ -:m..-.'l 1~ a1 ....«\-i Al 1

=W Al s VLS 0] N W s s WL Wl s WL N s w1 Uy [ | [ = = A L ] oL Eol ]

2001:db8:0:3::/64 [115/3@] via fe80::a8cl:abff:fe25:ee78, ethl, label 161@3 weight 1, 00:05:31

DAMA1 o AlLO . . . @~ Aa MAI"!-I—-I nnnnnnnn L o~A Alla1 o .-.In.l- o | AM . ALC . 'DA

e WU e s MU i \—UIIII\_-\-\-\_-UI’ \_-\_II_I., II\_-I.E _L’ WU &« U s o/

2001 :db8: 2/128 1s dlrectly connected, ethl, weight 1, 00:05:34
2001 :db8: 1 :/64 [115/20] via fe80: aScl:abe.FeZS.ee?S, ethl, weight 1, 00:05:31
fe80::/64 is directly connected, ethl, weight 1, 00:05:33

© ipSpace.net 2026 Segment Routing Workshop
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Does It Work with Unnumbered Interfaces?

topology.ymi
provider: clab
- defaults.device . eo0s
Built-in address pools
Loopback, point-to-point, LAN addressing.p2p.ipv4: True
IPv4 and IPv6 .
module: [ isis , sr ]
Pool prefix and allocation prefix (/30 for IPv4 P2P)
Unnumbered interfaces nodes: [ pel, p, pe2 |

Set ipv4 or ipv6 to True

IPv4 interfaces use loopback IPv4 address

(also works in VRFs) tools:
edgeshark

links: [ pel -p,p -pe2]

IPv6 interfaces use LLA

Download from https:// github.com /ipspace /SR-workshop/tree/main/1 -intro/4 -unnumbered
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pel#show 1isis segment-routing adjacency-segments

System ID: pel Instance: Gandalf
SR supported Data-plane: MPLS SR Router ID: 10.0.0.1
Adj-SID allocation mode: SR-adjacencies
Adj-SID allocation pool: Base: 100000 Size: 16384
Adjacency Segment Count: 1
Flag Descriptions: F: IPv6 address family, B: Backup, V: Value
L: Local, S: Set

Segment Status codes: L1 - Level-1 adjacency, L2 - Level-2 adjacency, PZ2P - Point-to-Point adjacency, LAN - Broadcast adjacency
I - SR-unreachable, # - Some IS-IS next-hops are SR-unreachable

Locally Originated Adjacency Segments
Adj IP Address Local Intf SID Source

Dynamic F:0 B:@ V:1 L:1 S:0 P2P L2 unprotected

© ipSpace.net 2026 Segment Routing Workshop
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Does It Work with OSPFv2?

topology.ymi

provider: clab

i - - defaults.devi
Segment routing module (sr) works with 1S-IS (isis ) eladits.aevice

or OSPFv2/OSPFv3 (ospf) modules el [ @se . S
IS-1S is the default SR-MPLS protocol sr.protocol  : ospfv2
You have to change sr.protocol to use OSPFv2

_ _ nodes: [ pel, p, pe2 ]
netlab automatically checks device support and

rejects to start a lab with unsupported devices links: [ pel -p,p -pe2]
(Mostly) useless fact
You can change sr.protocol globally or per-node

Download from https:// github.com /ipspace /SR-workshop/tree/main/1 -intro/5 -ospf
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Recap: OSPFv2 Segment Routing Prefix Segments

pel#show ip ospf segment-routing prefix-segments
OSPF Instance ID: 1
SR supported Data-plane: MPLS SR Router ID: 10.0.0.1

Node: 3 Proxy-Node: 0@ Prefix: @ Total Segments: 3
Flag Descriptions: NP: No-PHP, M: Mapping Server, E: Explicit-NULL,

V: Value, L: Local
Segment status codes: * - Self originated Prefix

Prefix SID Type Flags Router ID Protection

* 10.0.0.1/32 1 Node NP:0 M:0 E: X .0.0. unprotected
10.0.0.2/32 2 Node NP:©@ M:0 E: X .0.0. unprotected
10.0.0.3/32 3 Node NP:Q M:0 E: : unprotected

36 © ipSpace.net 2026 Segment Routing Workshop
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Recap: OSPFv2 Segment Routing Label Bindings

pel#show 1p ospf segment-routing bindings
10.0.0.1/32

Local binding: Label: imp-null

Remote binding: Peer ID: 10.0.0.2, Label: 900001
10.0.0.2/32

Local binding: Label: 900002

Remote binding: Peer ID: 10.0.0.2, Label: imp-null
10.0.0.3/32

Local binding: Label: 900003

Remote binding: Peer ID: 10.0.0.2, Label: 900003

37 © ipSpace.net 2026 Segment Routing Workshop
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Multivendor SR -MPLS

topology.ymi
provider: clab
You can specify the device type module: [ lsis
Globally (defaults.device ) nodes:
For each node (using the node device parameter) pel: |
For a group of nodes . device
Off-topic: Selecting the virtualization provider device:
System default, lab topology, or individual node pei:evice_
netlab supports a mix of virtual machines and
containers links: [ pel
You can also use virtual machines in vrnetlab

containers

Download from https:// github.com /ipspace /SR-workshop/tree/main/1 -intro/6 -multivendor
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Recap: Vendors Use Different Segment Routing Global Blocks

pel#show 1s1s segment-routing global-blocks

¢ - conflicting SR capability TLV, processed first advertisement
System ID: pel Instance: Gandalf

SR supported Data-plane: MPLS SR Router ID: 10.0.0.1
SR Global Block( SRGB ) Size: 65536

Number of IS-IS segment routing capable nodes excluding self: 2

Systemld

900000 65536
16000 8000
16 4096

41 © ipSpace.net 2026 Segment Routing Workshop
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Recap: LFIBs Are Built from SRGB + Index Values

pel#show mpls route 900003 | begin 900003

900005 AL1]
via M, 10.1.0.1, swap 16003
EgressACL: apply
directly connected, Ethernetl
aa:cl:ab:30:53:77, vlan 1006
pel#show 1si1s segment-routing tunnel
Index Endpoint Next Hop/Tunnel Index Interface

10.0.0.2/32 .1.0. Etharnet]

10.0.0.3/32 .1.0. Ethernetl

42 © ipSpace.net 2026 Segment Routing Workshop
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BGP-Free Core

topology.ymi

provider: clab
defaults.device
bgp.as : 65000

groups:
_auto_create : True links:
core: - group: core
members: [ pl ] members:[pel -p,p -pe2]
module: | iIsis , sr ] group: edge
edge: isis : False
members: [ pel, pe2] bgp.advertise : True
module: | iIsis , bgp, sr ] members: [ ha -pel, hb -pe2]
hosts:
members: [ ha, hb ]

device: linux

Download from https:// github.com /ipspace /SR-workshop/tree/main/2 -fun/1-bgp -free
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Recap: SR-MPLS Labels Are Attached to BGP Routes

pel#show 1ip route 172.16.1.0 | begin 172.16
B I 172.16.1.0/24 [202./2]
via 10.0.0.3/32] IS-IS SR tunnel index 1

via 10.1.0.1| Ethernetl, label 900003
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L 3VPN (RFC 4364) with SR -MPLS Core

topology.ymi

bgp.as : 65000
mpls.vpn : True
mpls.ldp : False

groups:
_auto_create : True vrfs
core: tenant:
members: [ pl ] links: [ ha -pel, hb -pe2]
module: | iIsis , sr ]
edge: links:
members: [ pel, pe2 ] - group: core

module: | iIsis , bgp, sr, mpls, wvrf ] members: [ pel -pl,pl -pe2]
hosts:

members: [ ha, hb ]
device:  linux

Download from https:// github.com /ipspace /SR-workshop/tree/main/2 -fun/2-mpls -vpn
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Recap: SR-MPLS Labels Are Used as First Labels in VRF Routes

pel#show bgp vpn-ipv4 172.16.1.0/24
BGP routing table information for VRF default
Router identifier 10.0.0.2, local AS number 65000

BGP routing table entry for IPv4 prefix 172.16.1.0/24, Route Distinguisher: 65000:1
Paths: 1 available

Local
10.0.0.3 from 10.0.0.3 (10.0.0.3)

Origin IGP, metric -, localpref 100, weight @, tag 0@, valid, internal, best
Extended Community: Route-Target-AS:65000:1
Remote MPLS label: 116384

pel#show 1p route vrf tenant 172.16.1.0/24 | begin 172
B I 172 161 _0/24 [200/0]

via 10.0.0.3/32, IS-IS SR tunnel index 1, label 116384
via 10.1.0.1, Ethernetl, label 900003

SID: 2

SID: 1

SID: 3

PE2

‘

‘
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EVPN with SR -MPLS Core

topology.ymi

bgp.as : 65000
evpn.transport

groups:
_auto_create : True
core:
members: [ pl ]
module: [ Isis , sr ]

vlans
tenant:
mode: bridge
edge: links: [ ha -pel, hb -pe2]
members: [ pel, pe2]
module: [ iIsis , bgp, sr, vian , evpn ] evpn.vlans :[tenant ]
hosts:

members: [ ha, hb ] links:

device:  linux - group: core

members: [ pel -pl,pl -pe2]

Download from https:// github.com /ipspace /SR-workshop/tree/main/2 -fun/3-evpn
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Recap: MAC -VRF RIB Uses SR-MPLS Labels

pel#show bgp evpn route-type mac-ip aacl.abf9.7f8c detail
BGP routing table information for VRF default
Router identifier 10.0.0.2, local AS number 65000
BGP routing table entry for mac-ip aacl.abf9.7f8c, Route Distinguisher: 10.0.0.3:1000
Paths: 1 available
Local
10.0.0.3 from 10.0.0.3 (10.0.0.3)
Origin IGP, metric -, localpref 100, weight @, tag 0, valid, internal, best
Extended Community: Route-Target-AS:65000:1000 TunnelEncap:tunnelTypeMpls
MPLS label: 1047390 ESI: 0000:0000:0000:0000:0000
pel#show 12Rib input bgp detail
aacl.abf9.7f8c, VLAN 1000, seq 1, pref 16, EVPN dynamic remote
Label entry 1: 1047390
Tunnel IS-IS SR IPv4 (1), TEP 10.0.0.3/32
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Deployment Scenarios




Recommended: Ubuntu, KVM, libvirt , Docker

O\ Prerequisite software
A Python3
A Ansible (to configure the devices)
Vagrant / containerlab Devices as virtual machines
l; A KVM
A libvirt

libvirt / Docker Ansible

-

A Vagrant with vagrant-libvirt plugin
Containers (including VM-in-container)
A Docker

KVM / A Containerlab
Containers
\Linux (Ubuntu) Linux bridge ’

Use standalone server, a local VM, a VM in the cloud, or GitHub Codespaces



Use Existing x86 Device: Ubuntu VM

/
Vagrant

—3

VirtualBox or VMware
Workstation/Fusion

\

kMacOS [/ Windows / Linux

~

Requirements

A You can run containers with any VM virtualization product
A Nested virtualization is required to run network device VMs
Virtualization solution with nested virtualization

A Hyper-V (WSL)

A KVM

A VirtualBox

A VMware Workstation/Fusion

Optional

A Start the VM with Vagrant (simplifies the operations)
Alternative

A Cloud deployment

More @ https:// netlab.tools /install/lubuntu -vm/



